
Significance Tests: Vitiated or Vindicated
by the Replication Crisis in Psychology?

Deborah G. Mayo1

# Springer Nature B.V. 2020

Abstract
The crisis of replication has led many to blame statistical significance tests for making it
too easy to find impressive looking effects that do not replicate. However, the very fact it
becomes difficult to replicate effects when features of the tests are tied down actually
serves to vindicate statistical significance tests. While statistical significance tests, used
correctly, serve to bound the probabilities of erroneous interpretations of data, this error
control is nullified by data-dredging, multiple testing, and other biasing selection effects.
Arguments claiming to vitiate statistical significance tests attack straw person variants of
tests that commit well-known fallacies and misinterpretations. There is a tension between
popular calls for preregistration – arguably, one of the most promising ways to boost
replication – and accounts that downplay error probabilities: Bayes Factors, Bayesian
posteriors, likelihood ratios. By underscoring the importance of error control for well
testedness, the replication crisis points to reformulating tests so as to avoid fallacies and
report the extent of discrepancies that are and are not indicated with severity.

Keywords Crisisof replication .Datadredging .Preregistration .Severe testing .Statistical
significance

1 Introduction

As new evidence piles up showing lack of replication of statistical results, there has
been introspection among statistical practitioners. I focus on the statistical replication
crisis in psychology. The statistical methods most used are the ones most criticized:
statistical significance tests. The problem of spurious significant results is considered
serious enough for the American Statistical Association (ASA) to set out principles for
avoiding misinterpretation of significance tests.
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The statistical community has been deeply concerned about issues of reproduc-
ibility and replicability of scientific conclusions. …. much confusion and even
doubt about the validity of science is arising. (Wasserstein and Lazar 2016, 129).

Many blame statistical significance tests for making it too easy to find impressive
looking effects that do not replicate with predesignated hypotheses and tighter controls.
However, the very fact it becomes difficult to replicate effects when features of the tests
are tied down gives new understanding and appreciation for the role of statistical
significance tests. It vindicates them.

Statistical significance tests are a part of a rich conglomeration of tools “for
systematically appraising and bounding the probabilities … of seriously misleading
interpretations of data” (Birnbaum 1970, 1033). These are a method’s error probabil-
ities. Accounts where probability is used to assess and control a method’s error
probabilities I call error statistical. Replication researchers have learned how this error
control is nullified by biasing selection effects–cherry picking, multiple testing, selec-
tive reporting, data dredging, optional stopping and P-hacking. While the replication
crisis is fostering preregistration and other reforms to control error probabilities, it is
also, paradoxically, providing ammunition for supplanting significance tests with
alternative methods that are unable or less able to assess, control, and alert us to
erroneous interpretations of data: Bayes Factors, Bayesian posteriors, and likelihood
ratios. The arguments for abandoning statistical significance in favor of these alterna-
tives rest on long-lampooned, cookbook uses of statistical significance tests that
enlightened testers have rejected. Leaders of the so-called “new statistics” in psychol-
ogy encourage supplementing tests with confidence intervals, which is good; but they
too advance the perception that the only alternative is the abusive use of tests with
fallacious, binary thinking (Cumming 2012).

The replication crisis should instead be used constructively. We should reinterpret
significance tests so as to avoid well-known fallacies and report the extent of discrep-
ancies or effect sizes that are and are not well-warranted in the case at hand. This
supplies a philosophical justification for error probabilities beyond long-run error
control–a central lacuna that has long bedeviled significance tests. Where the goal is
to avoid being fooled by chance, we should be skeptical of replacing statistical
significance tests with methods that cannot pick up on how data-dredging alters the
capabilities of tests to distinguish genuine effects from noise. Nor will it do to view P
values as mere descriptive measures without a genuine error probability interpretation.
If replication reforms are to restore scientific integrity, and avoid being reversed,
statistical reforms must be developed together with a philosophy of statistics that
properly underwrites them.

2 Replication Crisis in Social Psychology

In 2011, a prominent social psychologist, Diederik Stapel, “was found to have com-
mitted a serious infringement of scientific integrity by using fictitious data in his
publications” (Levelt Report 2012, 7). He was required to retract 58 papers and
relinquish his university degree. What is most relevant about the episode for replication
research is what the committee investigating Stapel learned from interviewing his
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colleagues. They were shocked to find numerous researchers defending biasing selec-
tion effects, P-hacking and an assortment of questionable research practices (QRP’s)
“with the words: that is what I have learned in practice; everyone in my research
environment does the same” (ibid., 48). The Levelt Report offers a treasure chest of
issues; it is one of the most valuable guides to fallibilities in methodological practice in
psychology. In so doing it sets out what should be obvious tenets of bad science:

One of the most fundamental rules of scientific research is that an investigation
must be designed in such a way that facts that might refute the research hypoth-
eses are given at least an equal chance of emerging as do facts that confirm the
research hypotheses. Violations of this fundamental rule, such as continuing an
experiment until it works as desired, or excluding unwelcome experimental
subjects or results, inevitably tends to confirm the researcher’s research hypoth-
eses, and essentially render the hypotheses immune to the facts. (ibid., 48).

With such confirmation bias one’s research hypothesis H is essentially immune to
having its flaws uncovered by the method. H might be said to have “passed” the test,
but it is a test that lacks stringency or severity. Everyone understands that this is bad
evidence or no test at all. I call this the severity requirement. In its weakest form it
supplies a minimal requirement for evidence:

Severity Requirement: There is evidence for a hypothesis H only if it passes a test
that probably would have found evidence of flaws in H, if they are present.

If little or nothing has been done to reveal flaws in a claim, then there is poor evidence
for it. This applies whether we are dealing with a formal test, a method of estimation, or
one of prediction.1 As obvious as is this minimal requirement, it is not always obvious
when certain procedures result in its violation. The Stapel Report shows how a number
of gambits, many thought to be largely innocuous discretionary choices, can seriously
increase the probability of finding an impressive-looking effect even if it is spurious: a
false positive due to ordinary chance variability.

In their 2018 paper, Simmons, Nelson and Simonsohn reflect on what led to their
writing their influential (2011) paper “False-Positive Psychology”.

We knew many researchers – including ourselves – who readily admitted to
dropping dependent variables, conditions, or participants so as to achieve signif-
icance. Everyone knew it was wrong, but they thought it was wrong the way it’s
wrong to jaywalk. We decided to write “False-Positive Psychology” when
simulations revealed it was wrong the way it’s wrong to rob a bank. (255).

To recognize that biasing selection effects are akin to robbery, is to vindicate the
essential feature of quantifying uncertainty by means of error probabilities. Even if
hypotheses are plausible or true, if the inquiry had little or no capability of unearthing
their falsity, then the claims are unwarranted by the data. That is because they were

1 The use of “refute” in the Stapel Report is too strong. We require that there be a reasonable chance the
inquiry would yield data that would be taken as evidence against H, not necessarily refuting it.
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poorly tested. Thus, H’s well-testedness is very different from its being probable or
plausible. In speaking of a method having a reasonable chance of uncovering evidence
against H, it is not H that is given a probability, but the method of inference. It refers to
the error probabilistic properties of the method leading to an inference. These error
probabilities, in turn, supply assessments of well testedness.

Error statistical methods were always put on the defensive as to why control of error
probabilities mattered to the inference at hand. Error control, some think, is only of concern
to ensure low error rates in some long run. It should be clear from the replication crisis that
what bothers us about the P-hacker and data dredger is that they have done a poor job in the
case at hand. They have found data to agree with a hypothesized effect, but they did so by
means of a method that very probably would have found some such effect even if it is
spurious. Thus, the replication crisis has had the constructive upshot of supplying a rationale
never made entirely clear by significance testers. By and large, however, this has not been
recognized, and statistical significance tests are mired in more controversy than ever.

After the Stapel affair, psychologist Daniel Kahneman (2012) warned that he “saw a
train wreck looming” for social psychology and called for a “daisy chain” of replication
to restore credibility to some of the hardest hit areas such as priming studies (Bartlett
2012). Priming theory holds that exposure to subtle cues can unconsciously affect
subsequent behavior. Examples are that exposure to words about old age results in
subjects walking more slowly, or that cleanliness prompts result in less severe judgments
of moral dilemmas. Kahneman told social psychologists: “right or wrong, your field is
now the poster child for doubts about the integrity of psychological research” (ibid.).

One of the outgrowths of Kahneman’s call was the 2011–2015 Reproducibility Project, a
crowd-sourced effort led by Brian Nosek (Open Science Collaboration 2015). A team of
knowledgeable replicators selects a published statistically significant effect and tries to
replicate it on new subjects, ideally with the original author agreeing on the protocol, set
out in advance.2 A failed replication occurs when there is a non-statistically significant or
negative result. In 2011, 100 articles from leading psychology journals from 2008 were
chosen; in August of 2015, it was announced only around 33% could be replicated
(depending on how replication is defined3). In short, the results of statistical significance
tests are relied upon to determine if a field is in crisis. Thismakes it all themore puzzling that
some are claiming the crisis shows we cannot take the results of such tests seriously.

3 Statistical Significance Tests

Controversies about replication are intertwined with those about significance tests, and
these are often misunderstood. Well meaning “best practice” guides often introduce
distortions and oversimplifications in their attempt to set-out statistical significance
tests in a non-technical manner. I too want to keep technicalities to a minimum but

2 The American Statistical Association (2017, 1) calls a study reproducible if you can take the original
computer code used “and reproduce all of the numerical findings…”. Replicability refers to repeating the
study on new subjects. The Reproducibility Project, therefore, is really a replication project. Moreover, these
are “direct replications,” whereas “conceptual replications” probe the hypothesis through a different
phenomenon.
3 Of the original differences, 47% were within the 95% confidence interval of the replication. Measuring
replication using this more lax requirement gives a higher rate than when defined as achieving a fixed P value.
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without the distortions. I set out the main elements in a manner that covers both R. A.
Fisher (1925), as well J. Neyman and E. Pearson (1933) tests [N-P].

A statistical hypothesis H is a claim about some aspect of the process that might
have generated the data. A common statistical hypothesis, H0, expresses “no genuine
effect” or “no real association” between an experimental intervention and some
observed outcome. For example:

H0: there’s no difference between those given a “treatment” (e.g., a cleanliness
prime) and those not so treated, on one or more measures (e.g., moral judgments).

(In one example (Schnall et al. 2008) that did not replicate, subjects were primed with
cleanliness by unscrambling soap-related words. The measured result was how accept-
able subjects considered dubious moral actions, such as eating one’s dog after it is run
over.)H0 might assert the discrepancy (or population) effect size δ is 0. That is why it is
often call the “null” hypothesis–Fisher’s term. A more apt term is Neyman and
Pearson’s test hypothesis, because we do not want to limit ourselves to the point null,
which is really quite artificial. A more useful test hypothesis asserts that δ is less than
some value of interest δ’–a one-sided test. As Cox and Hinkley explain, most tests of
interest are best considered as running two one-sided tests, insofar as we are interested
in the direction of departure. (Cox and Hinkley 1974; Cox 2020).

3.1 P Values and Simple Statistical Significance Tests

Statistical significance test reasoning echoes the ordinary, everyday concept of a test,
only the test is modelled formally. We use X to abbreviate the random sample of size n
(X = <X1, X2,....Xn>) and x0 for its particular value, once observed. A function of the
sample d(X), the test statistic reflects how well or poorly the data (X = x0) accord with
the hypothesis H0. The larger the observed value, written d(x0), the more improbable
the result is under H0. The term “test statistic” is reserved for statistics that allow
computing the probability of outcomes under the test hypothesis. The probability of
d(X) over different values is its sampling distribution.

The observed significance level or P value associated with d(x0) is the probability of
getting at least as extreme a value as d(x0) computed under H0:

P value ¼ Pr d Xð Þ≥d x0ð Þ;H0ð Þ:

A common test statistic measures the difference between an observed and a
hypothesized effect size, and because it is simpler to speak of “larger differ-
ences” rather than “more extreme values,” I use that language here. The P
value measures distance but with this inversion: the larger the difference d(x0)
the smaller the P value.

Much confusion would be avoided if we always inserted the phrase “test T would
have produced” immediately before d(X). In words, the P value is the probability the
test method, T, would have produced a result that differs fromH0 at least as much as the
one observed, even if H0 is the case. We cannot just look at the improbability of the
particular observation, Pr(d(X) = d(x0); H0) because any observation is going to be
improbable under H0.
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Yet it is very common to find formulations of statistical significance tests that
describe tests as declaring a result x0 statistically significant if x0 is not likely
to occur assuming the null hypothesis is true. This is wrong. Firstly, they
should not using the word “likely”. Although in ordinary English we use the
terms “probable” and “likely” interchangeably, in statistics they have very
different meanings. The likelihood of a hypothesis given data x0 measures the
probability or density of x0 given that hypothesis. But we would never declare
a result statistically significant simply because it is improbable under H0. If we
did, a test would very probably declare results statistically significant errone-
ously, violating the error probability guarantees. (I return to the concept of
likelihood in section 3.)
The correct reasoning is a type of statistical falsification. If the test would produce even

larger differences than d(x0) fairly frequently, even underH0 (P value is not small), then
there is little evidence of incompatibility withH0. By contrast, if the significance level is
small (.05, .025, .01), then with high probability the test would have produced a smaller
difference than we observed, wereH0 in fact adequate. That is, with high probability, 1 –
p, the test would produce a value of d(X) less than d(x0).

4 Thus, a difference d(X) as
large as d(x0) is evidence of incompatibility with H0.
Requiring a small P value before inferring an indication of a genuine discrepancy

from H0 controls the probability of a false positive or a Type I error: erroneously
finding evidence against H0:

For given observations x we calculate … the level of significance pobs by

pobs ¼ Pr d Xð Þ≥d x0ð Þ;H0ð Þ

.…Hence pobs is the probability that we would mistakenly declare there to be
evidence against H0, were we to regard the data under analysis as just decisive
against H0. (Cox and Hinkley 1974, 66; replacing their t with d, y with x).

But there is an assumption underlying the reasoning. The assumption is that if H0 very
probably would have “survived” the test, if true, and yet the test yields a result
discordant with H0, then it gives an indication of the denial of H0. This is a
statistical form of the valid argument modus tollens. I call this the strong
version of severe testing. (The weaker principle in Section 2 would merely
block inferring a genuine effect if the method very probably wou\ld declare
“evidence of a real effect” even where H0 is true.)

An indication of a discrepancy is not yet evidence of a genuine experimental effect.
From the start, Fisher emphasized that finding a single isolated small P value was
inadequate. Only if you can regularly bring about statistically significant results, do you
have evidence of a genuine experimental phenomenon. (Fisher 1935, 14). Yet signif-
icance tests are commonly chastised as encouraging publication of a genuine effect
from a single small P value (Ioannidis 2005).

4 Note that Pr(d(X) < d(x0); H0) = 1 – Pr(d(X) ≥ d(x0); H0).
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3.2 Neyman-Pearson (N-P) Tests

The vast majority of criticisms of statistical significance tests are launched against the
simple Fisherian test, with its single null hypothesis H0. While Fisher was aware of the
fallacies of statistical significance (conflating statistical and substantive claims) and of
non-significance (no evidence of an effect is not automatically evidence of no effect),
N-P tests introduce features to explicitly block them. It is time for “best practice” guides
on P-values to notice them. Consider the first fallacy, taking a statistically significant
result as automatically evidence for a substantive research hypothesis H*. H* might
assert a theory as to how the experimental treatment causes the observed difference, at
least in the experimental population. The probability of inferring H* erroneously is not
bound by the small P value, even where underlying statistical assumptions hold. N-P
tests are explicit in avoiding such fallacies by considering the alternative statistical
hypothesis H1. Another thing often overlooked is that in N-P tests, H0 and H1 must
exhaust the space of statistical hypotheses for the given test. For example if H0 asserts
the discrepancy (or population effect size) δ is less than or equal to 0, H1 asserts δ > 0.5

(Two point hypotheses that do not exhaust the possibilities would not be permitted.)
Rejecting H0, in N-P terms, allows inferring H1; but any move from H1 to H* would
require distinct evidence. Introducing the alternative hypothesis allows control of the
Type 2 error: failing to find statistical significance when there is a genuine discrepancy
δ’ from H0. The complement is the test’s power to detect δ’.

The second fallacy N-P tests get around is the supposition that failing to find
statistical significance is uninformative. Neyman and Pearson recognized that if a test
would have, with high probability, rejected H0 were there a discrepancy of δ’–that is, if
the test had high power against alternative δ’–then a non-significant result is evidence
that the underlying discrepancy is less than δ’. It is evidence of δ < δ’. As they
emphasized, this follows by the same reasoning as simple significance tests.

Finally, N-P tests require prespecification. Aware of the problem we now label as
data-dredging or P-hacking, Neyman and Pearson insisted that the criterion used to test
a statistical hypothesis “must be selected not after the examination of the results of
observation, but before” (Neyman 1977, 103).

To base the choice of the test of a statistical hypothesis upon an inspection of the
observations is a dangerous practice; a study of the configuration of a sample is
almost certain to reveal some feature, or features, which are exceptional if the
hypothesis is true. Pearson and Chandra Sekar (1936, 127).

The emphasis on pre-data specification of the test with good if not optimal error proba-
bilities led to a brand new way to assess tests. Admittedly, this has had some negative
consequences. Some texts started to present testing hypotheses as dichotomous rules to
decide whether or not to reject a hypothesis according to whether tests would performwell
in some long run of applications. The conception of tests as mechanical rules for binary
decisions is the basis for much criticism. The fallacies of Fisherian and/or N-P tests,
coupled with this binary “accept/reject” formulation, are often dubbed null hypothesis

5 H1 is made up of all positive discrepancies. Each particular value may be written as δ’.
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significance testing, NHST.As the acronym is so closely associated with fallacious uses of
tests, it may be best to retire it. Statistical tests of hypotheses will do.

I also recommend dropping a conception especially popular in psychology: namely,
that N-P and Fisherian tests form an “inconsistent hybrid” (Gigerenzer 2004, 590).
Although later in life Fisher emphasized inferential interpretations of P values, while N-
P tests were developed along decision theory lines, both schools offer techniques to
assess and control error probabilities. They are error statistical tools. We should be the
ones to interpret them according to applications of interest. Supposing N-P and Fisher
tests are incompatible results in robbing statistical significance testers of features from
N-P tests they need (power), and wrongly views N-P testers as prohibited from
reporting P values. N-P never recommended tests as mechanical, binary rules (see
Mayo 1996; Mayo and Cox 2006; Mayo and Spanos 2006; Mayo 2018). Pre-data, they
recommend the researcher choose how to balance Type I error and power. Post-data,
they still advise researchers report the observed P value. Consider Lehmann, Neyman’s
first student and key spokesperson for N-P tests:

It is good practice to determine not only whether the hypothesis is accepted or
rejected at the given significance level, but also to determine the smallest
significance level. .. at which the hypothesis would be rejected for the given
observation. This number, the so-called p value gives an idea of how strongly the
data contradict the hypothesis. It also enables others to reach a verdict based on
the significance level of their choice. (Lehmann and Romano 2005, 63–64).

P values are rightly criticized as not giving direct estimates of how large a discrepancy
from H0 is indicated. They are probabilities, not discrepancy values. Many people are
unaware that Neyman (1937) developed confidence intervals to estimate a range of
values of δ (or other parameters) at the same time he was developing tests with E.
Pearson. In fact there is a direct duality between tests and intervals: a confidence
interval (CI) at level 1 - c consists of parameter values that are not statistically
significantly different from the data at significance level c. You can obtain the lower
CI bound (at level 1-c) by asking: what parameter value is the data statistically
significantly greater than at level c? I return to CIs and tests in the Appendix.

4 Error Probabilities Are the Key to Taking Account of Biasing Selection
Effects

Consider the ASA (2016) guide with which we open this essay. In their attempt to stem
the practice of reporting impressive-looking findings based on data dredging and P-
hacking, the ASA Guide warns that “conducting multiple analyses of the data and
reporting only those with certain p-values (typically those passing a significance
threshold) renders the reported p-values essentially uninterpretable” (Wasserstein and
Lazar 2016, 131–132). All that is well and good. At the same time, some argue, the
ASA Guide actually frees researchers from culpability for failing to report or adjust for
data dredging and multiple testing. Why? Because the Guide also suggests, if only
implicitly, that misinterpretations of statistical significance tests may be grounds to
replace them entirely:
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In view of the prevalent misuses of and misconceptions concerning p-values,
some statisticians prefer to supplement or even replace p-values with other
approaches.. . confidence, credibility, or prediction intervals; Bayesian methods;
… likelihood ratios or Bayes Factors (132).

However with the exception of confidence intervals, these alternative methods – at least
as standardly conceived – do not control a method’s error probabilities.6

4.1 Nominal vs. Actual P Values: Multiple Testing

It has long been known that testing multiple hypotheses, and selectively reporting,
invalidates reported error probabilities. Here is a paper from Morrison and Henkel’s
Significance Test Controversy from 1970:

Suppose that twenty sets of differences have been examined, that one difference
seems large enough to test and that this difference turns out to be ‘significant at
the 5 percent level.’ ….The actual level of significance is not 5%, but 64%!
(Selvin 1970, 104).

Each of the 20 might be a different effect of the same treatment, say 20 different moral
dilemmas that subjects are asked to rate on a scale. With a single hypothesis the
possible results are the values of a single d(X); now the possible results are all the
factors that might be found to reach the significance level .05. The sampling distribu-
tion changes. The probability of finding at least one such significant difference di(x0)
out of 20 (in either direction), even though all 20 null hypotheses are true, will be much
greater than .05.7 There are different, and many more ways this procedure can err,
raising the actual P value. One way to return it to the desired P value, the Bonferroni
correction, requires setting the significance level to P/N, with N the number of factors
or, in medical testing, endpoints. A less conservative approach developed by Benjamini
and Hochberg (1995) is the false-discovery rate (FDR): the expected proportion of the
N hypotheses tested that are falsely rejected. With today’s powerful Big Data methods,
developing ways to adjust for data-dependent searches is a research area in its own
right. The main thing is transparency about the fact that without correction, the
researcher reports it would be very difficult (improbable) to have obtained such a small
P value assuming H0, when in actuality it would be rather easy to have done so! The
researcher reports the nominal P value, in contrast to the actual one. The same thing
happens with multiple confidence intervals. The probability of 1 in 20 CIs excluding 0,
even if all nulls are true is raised.8

Uncovering the multiple-testing problem provides a rationale never quite made clear
by users of significance tests or confidence intervals as to the relevance of error
probabilities to the inference at hand. It is true that allowing biasing selection effects
would result in high error rates in the long run of uses, but that is not the reason we

6 Berger (2003) attempts to redefine error probabilities. Our reference is to those in Fisher and N-P methods.
7 However, if several of the data-dredged 20 reach nominal significance, the overall P value may still be low.
8 Even reporting a positive discrepancy when in fact either direction was considered requires a doubling of the
P value (e.g., from .025 to .05).
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would question the scientific standing of a resulting inference. It is rather that it has not
been well tested.9 The severity requirement serves to underwrite our intuitions in
discrediting results of selection effects.

4.2 Alternative Methods Do Not Pick Up on Alterations to Error Probabilities

However, the same flexibility can occur when the cherry-picked or p-hacked hypoth-
eses enter into methods that are being promoted as alternatives to significance tests:
likelihood ratios, Bayes Factors, or Bayesian updating. There is one big difference: The
direct grounds to criticize inferences as flouting error statistical control is lost, unless
they are supplemented with principles that are not now standard.

The venerable Bayesian Dennis Lindley is the clearest on this point: “Sampling
distributions, significance levels, power, all depend on…something that is irrelevant in
Bayesian inference…the sample space.” (Lindley 1971, 436). Put simply, the Bayesian
inference conditions on the actual outcome and so would not consider error probabil-
ities which consider outcomes other than the one observed. The introduction of prior
probabilities–which may also be data dependent–offers further leeway in determining if
there has even been replication failure. Contemporary Bayesian researchers in psychol-
ogy standardly follow suit.10

Bayesian analysis does not base decisions on error control. Indeed, Bayesian
analysis does not use sampling distributions. …As Bayesian analysis
ignores counterfactual error rates, it cannot control them. (Kruschke and
Liddell 2017, 13, 15).11

The mathematical basis for this position is the idea that the import of evidence comes in
by way of likelihood ratios. This is called the Likelihood Principle, and it is the basis
for much controversy in statistical foundations. The likelihood ratio of the hypothesis
H1 over H0 compares the probability (or density) of x under H1 to its probability under
H0: Pr(x;H1)/Pr(x;H0). The data are fixed while the hypotheses vary. By finding an H1

that maximally agrees with the data (maximizes the likelihood of H1) H0 is readily
found less well supported. If inference is by way of Bayes’ theorem, or the Bayes
Factor, biasing selection effects do not alter the evidence. (Their consideration could
enter at later decision stages.) Take Stephen Goodman, co-director of the Meta-
Research Innovation Center at Stanford:

Two problems that plague frequentist inference: multiple comparisons and mul-
tiple looks, or, as they are more commonly called, data dredging and peeking at
the data. The frequentist solution to both problems involves adjusting the P
value…But adjusting the measure of evidence because of considerations that
have nothing to do with the data defies scientific sense. (Goodman 1999, 1010).

9 Error probabilities are not always relevant for capturing a method’s capability for unearthing flaws. Good
error control is a necessary but not a sufficient condition for good inference.
10 It is less clear that this is the case for Bayesians who use error probabilities as well as significance tests, but
one has to be careful as to the meaning of “error probability”. (See Gelman and Shalizi 2013.)
11 Although error probabilities turn on hypothetical or counterfactual considerations, notably, what would
have been inferred under different data, they are not themselves counterfactual error rates.
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To the severe tester, gambits that alter the error probing capacities of methods have
everything to do with how to interpret the data. To his credit, Goodman is open about
his philosophical preconceptions (the Likelihood Principle). However, if consumers of
replication reforms are unaware of the philosophical differences underlying methodo-
logical battles, they are unable to evaluate their consequences.

This is especially so when popular treatises depict alternatives to statistical signif-
icance tests as freeing the researcher from having to worry about data-dependent
selections. Regina Nuzzo (2018), an influential statistics communicator at ASA,
describes as “one little-known requirement” for valid use of p-values: “that the data
analysis be planned before looking at the data” and “all analyses and results be
presented.” In her view, “these seem like strange, nit-picky rules, but they’re part of
the deal when using p-values.” Users of alternate measures of evidence are apparently
free of such rules. For example, we hear that “Bayes factors can be used in the complete
absence of a sampling plan, or in situations where the analyst does not know the
sampling plan that was used” (Bayarri et al. 2016, 100). But without the sampling plan,
you cannot ascertain the altered capabilities of a method to distinguish genuine from
spurious effects. Even if an account does not have antennae to pick up this, the effects
do not go away.

To be clear: we are not always in a context of severe testing. We may be trying to
construct a theory to be tested on other data, sometimes called exploratory inquiry. Yet
the reason new data are required is that otherwise you do not have a test. If one is in a
context where the goal is to avoid a high probability of erroneously declaring that
spurious effects are real, it is imperative to pick up on error probabilities.12

4.3 What Happens to the Grounds for Preregistered Reports?

Even without explicit multiple testing, there is enough flexibility in data analysis to
greatly increase the probability of false positives in the “garden of forking paths”
between data generation and appraisal of claims (Gelman and Loken 2014).
Simmons et al. (2012) recommend that researchers disclose all choices by means of a
“21 word solution” to be added to a methods section: “We report how we determined
our sample size, all data exclusions (if any), all manipulations, and all measures in the
study” (12). Psychology journals have quickly adopted plans to emulate what was done
in the Reproducibility Project–both for ordinary research and replications. Plans for the
collection and analysis of data are to be prespecified in “registered” reports, and studies
are accepted for publication, provisionally, prior to running them and before knowing
how they turn out (Nosek et al. 2018).

However, rejecting the relevance of the sampling distribution (obeying the
Likelihood Principle) is in tension with the rationale for preregistration, considered
one of the most effective means to achieving replicable results. Notice what the critical
reader of a registered report is doing, whether pre-data or post-data. She would look, in
effect, at the sampling distribution, the probability that one or another hypothesis,
stopping point, choice of grouping variables, and so on, could have led to a false
positive–even without a formal error probability computation. Daniël Lakens is one of

12 The usual distinction between exploratory inquiry and confirmatory inquiry will not do: there are data-
dependent hypotheses that are also well tested. (See Mayo 2018, Excursion 4 Tour III.)
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the few psychologists to recognize that the “severity argument currently provides one
of the few philosophies of science that allows for a coherent conceptual
analysis of the value of preregistration” (2019, 225). While the practice is
popular, it is more likely to be violated if it is at odds with one’s statistical
inference philosophy. Even in examining medical trials, where there are official
channels to examine unreported discrepancies between pre-specified and report-
ed outcomes, they find “outcome misreporting continues to be prevalent”
(Goldacre et al. 2019, 1). Unsurprisingly, compliance is spotty in psychology
which lacks such channels.13

4.4 Forfeiting the Strongest Criticisms Against Selection Effects

Ironically, those who promote methodologies that reject error probabilities are forced to
beat around the bush rather than directly upbraid researchers for committing QRPs that
damage error probabilities. Bayesian critics might berate a researcher for reporting an
unadjusted P value when their results involve data dredging–noting that such gambits
invalidate P values. But then their criticism shifts. Because their own methodology
eschews the error statistical rationale on which those concerns rest, they are forced to
switch to different grounds for criticism–generally by reporting disbelief in the effect
(either in a subjective or default prior). That might work in some cases, even if it
misidentifies the source of the problem. In other cases, it weakens the intended criticism
to the point of having it obliterated by those who deserve to be charged with severe
testing violations.

An amusing example is that of Daryl Bem (2011) – a case some mark as the start of
the replication crisis in psychology. Bem admits he went on a fishing expedition to find
results that appear to show an impressive non-chance effect, which they credit to ESP
(subjects did better than chance at predicting which erotic picture they will be
shown in the future). The irony is that Wagenmakers et al. (2011), keen as they
are to show psychologists should trade significance tests for Bayes Factors,
relinquish their strongest grounds for criticism. While they note that Bem fished
for a type of picture subjects get right most often, this is not the basis for
discrediting his results. After all, Wagenmakers looks askance at adjusting for
selection effects:

P values can only be computed once the sampling plan is fully known and
specified in advance. In scientific practice, few people are keenly aware
of their intentions, particularly with respect to what to do when the data
turn out not to be significant after the first inspection. Still fewer people
would adjust their p values on the basis of their intended sampling plan.
(Wagenmakers 2007, 784).

Rather than insist they ought to adjust, Wagenmakers dismisses a concern with
“hypothetical actions for imaginary data” (ibid.). To criticize Bem, he and his

13 Investigating all articles published in Psychological Science with a preregistered badge between February
2015 and November 2017, authors (Claesen et al. 2019) found “deviations from the plan in all studies, and,
more importantly, in all but one study, at least one of these deviations was not fully disclosed.”
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colleagues resort to a default Bayesian prior that makes the null hypothesis
comparatively more probable than a chosen alternative. This makes it easy for Bem
et al. (2011) to point to the flexibility of getting a Bayes factor in favor of the null
hypothesis:

Whenever the null hypothesis is sharply defined but the prior distribution on the
alternative hypothesis is diffused over a wide range of values, as it is in
… Wagenmakers et al. (2011), it boosts the probability that any observed
data will be higher under the null hypothesis than under the alternative.
[Lindley-Jeffreys paradox] A frequentist analysis that yields strong evi-
dence in support of the experimental hypothesis can be contradicted by a
misguided Bayesian analysis that concludes that the same data are more
likely under the null. (717).14

Rather than showing psychologists should switch, the exchange is a strong argument
for retaining error statistical requirements.15

4.5 Replication Research Is Put at a Disadvantage if It Relies on Disbelief
in the Effect

Pointing out how biasing selection effects alter the error probing capacities of methods
is the most direct way to challenge an inference to a genuine effect. It is because
discretionary judgments about subjects to include, variables to report, and so on, are
often convincing that they are so seductive. Prespecified reports are considered an
important way to avoid fooling oneself. To let the debate hinge on the believability of
the phenomenon only exacerbates objections some have to being prey to replications
conducted by others: “Tension is inevitable when the replicator does not believe the
original findings and intends to show that a reported effect does not exist. (Kahneman
2014, 310).

Moreover, the appeal to priors does not help to distinguish the warrant for a single
hypothesis H with different methods–one guilty of biasing selection effects, the other a
preregistered study with precautions. Given there is a single hypothesis, its prior is the
same in both cases. Since the likelihood ratio is unaffected by the selection effect, the
resulting inference would be the same in both cases. To the tester, it is altogether
important to distinguish them.

A popular attempt that has been gaining steam is to suppose we can assign prior
probabilities to a hypothesis by trying to consider the prevalence with which hypoth-
eses similar to the one being examined have been true. A given null hypothesis of “no
effect” is taken to be probable by assuming it was selected (randomly?) from a
population of null hypotheses with a high prevalence of truth. Not only would this
prior prevalence not be known, the attempt is vitiated by the reference class problem.

14 There is leeway in deeming the null hypothesis probable, but also in comparing it to an alternative (or effect
size) sufficiently large.
15 Even if the probability of x given H1 is much higher than the probability of x given H0–the likelihood ratio
in favor of H1 is high–a sufficiently high prior assignment of probability or degree of belief to H0 can result in
the posterior assignment of belief in H0 remaining low. A result statistically significant at small level p can
correspond to a posterior of (1- p) to H0.
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There would be an enormous variety of reference classes from which the current
hypothesis may be supposed to have been selected.16 (For a detailed discussion, see
Mayo 2018, Excursion 5.)17

5 Brief Update: The 2019 Move to Abandon Statistical Significance
and P Value Thresholds

I have argued that taking the replication crisis to vitiate, rather than vindicate, methods
with error control, undermines the goals of ameliorating the replication crisis. The most
recent episode in the statistical significance test debate is putting even more serious
roadblocks in the way of restoring integrity; so in this section I will give a brief update.

I am referring to the March 2019 supplemental issue of The American
Statistician–“A World Beyond p < 0.05”. Here, guest editors R. Wasserstein, A.
Schirm, and N. Lazar suggest that “declarations of ‘statistical significance’ be aban-
doned” (2). They do not ban P values, but oppose using prespecified P value thresholds
as the basis for interpreting results.18 They think that by removing the P value
thresholds, and the very concept of “statistical significance”, researchers will no longer
be incentivized to data dredge, and otherwise exploit researcher flexibility. Even if this
were true, it would not be a good argument for removing the concept of significance.
But in fact it is not true. Researchers still could not take a large (non-significant) P
value to indicate a genuine effect. For to do so would be to say something nonsensical.
It would be to say:

Even though larger differences would frequently be expected by chance variabil-
ity alone (i.e., even though the P value is largish), I maintain the data provide
evidence they are not due to chance variability.

In short, researchers would still need to report a reasonably small P value. But this is to
use a threshold.

Any eager researchers incentivized to data dredge before, would be that much more
incentivized in a world without statistical significance level thresholds. That is because
in a world without thresholds, it would be hard to hold them accountable for reporting a
nominally small P value attained through data-dredging. According to the Wasserstein
et al. 2019 editorial, “whether a p-value passes any arbitrary threshold should not be
considered at all” in interpreting data (2) (see Mayo 2019, 2020). Long established drug

16 This does not preclude appealing to this diagnostic screening computation to explain a high prevalence of
spurious effects among those found statistically significant in a given field. The more direct explanation, in my
view, is biasing selection effects, and publication bias.
17 Genuine methodological progress in social psychology will require going beyond its current focus to
considering if the experimental measurements are capable of teaching about the substantive hypothesis H*.
Questions that would arise in the cleanliness and morality studies are: do unscrambling soap related words
create a cognition of cleanliness? Are ratings of ethical dilemmas on Likert scales statistically valid and
adequate reflections of moral judgments?
18 This has tended to politicize the debate. The ASA has publicly denied that Wasserstein et al. (2019) is ASA
policy – indeed, its board appointed a new task force on statistical significance and replication – to “prepare a
thoughtful and concise piece reflecting ‘good statistical practice,’ without leaving the impression that p-values
and hypothesis tests…have no role in ‘good statistical practice’.” (Kafadar 2019).
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review procedures, ensconced in hundreds of FDA and other best practice manuals,
would go by the board. The consequences are far-reaching.

Note that their objection to taking a difference that reaches P value .025 as evidence
of a discrepancy from the null, would also be an objection to taking it as evidence the
parameter exceeds the lower .025 CI limit (or is incompatible, at that level, with the
parameter values below it). They are identical, insofar as CIs retain their duality with
tests (likewise for the upper limit). Nor could Bayes Factor thresholds be used, as they
often are, to test a null against an alternative. It is not clear how any statistical tests
survive.

That is why John Ioannidis (2019) declares that “retiring statistical significance
would give bias a free pass”.

Instead of trying to fix what is lacking and set better and clearer rules, one
reaction is to overturn the tables and abolish any gatekeeping rules (such as
removing the term statistical significance). However, potential for falsification is
a prerequisite for science. Fields that obstinately resist refutation can hide behind
the abolition of statistical significance but risk becoming self-ostracized from the
remit of science. (2068).

If you cannot say about any results, ahead of time, that they will not be allowed to count
in favor of a claim–if you reject all thresholds–then you do not have a test of it.
Grounds to declare an effect irreproducible, even after several tries, would evanesce.

Conclusion The replication crisis in psychology has had a number of positive offshoots
that are relevant for foundational disputes regarding statistical tests. It has shed light on
the seriousness of selection effects, and has illuminated how they alter error probabil-
ities. In so doing it supplies grounds to be skeptical of alternative methods that
downplay or reject the importance of the sampling distribution on which error proba-
bilities are based. Ironically, some of the touted reforms–Bayes Factors, Bayesian
updating, Likelihood Ratios–fall under this umbrella: they condition on the data rather
than consider the distribution of outcomes other than the one observed. There is a
danger that they enable rather than prevent biasing selection effects.

We know irreplications and fraud are unearthed by statistical significance tests, and
that they are the basis for tests of assumptions of statistical models which all accounts
use. The replication crisis should not be used to promote alternative methods which
have not been shown to accomplish the task of statistical significance tests. There is a
tension between popular calls for preregistration–arguably, one of the most promising
ways to boost replication–and accounts that downplay error probabilities.
Paradoxically, those who promote methodologies that reject error probabilities
are forced to beat around the bush rather than directly upbraid researchers for
data dredging and other QRPs that damage error probabilities. The more
extreme view that some advance (section 5) – to deny that P value thresholds
should be used in interpreting results – would result in giving bias a free pass,
and precluding testing altogether.

Cookbook uses of statistical tests, long deplored, should be abandoned, but the
existence of abuses does not warrant abandoning statistical significance, or ousting
thresholds for falsifying claims. The replication crisis constructively points the way
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toward reinterpreting significance tests so as to avoid fallacies and report the extent of
discrepancies or effect sizes that are and are not indicated with severity. The rationale is
not controlling low long-run error rates, but sustaining a probative test in the case at
hand. This goal provides a discussible issue that points to methodological improvement
as well as a reinterpretation of tests (section 7). When a purported significant effect is
obtained through biased selection effects, the significance test does just what it should
do: it makes it very difficult to replicate the result. The answer to our question–vitiate or
vindicate–is vindicate.

Appendix: Tests Require Reformulation in Terms of Discrepancies
Indicated

In this appendix I will sketch the reinterpretation the severe testing account
recommends, alluding to the familiar example of a one-sided test of a mean in
a Normal distribution T+: H0: μ ≤ μ0 vs. H1: μ > μ0 with σ known. The
severity reinterpretation is set out using discrepancy parameter γ. The test
statistic d(X) = √n (X – μ0)/σ, where X is the sample mean. A difference
d(X) is statistically significant at level α just when Pr(d(X) > cα) = α in the
Standard Normal Curve. I abbreviate “the severity with which claim C passes
test T with data x”: as SEV(test T, outcome x, claim C). When it is clear what
test we are talking about, we abbreviate with SEV(claim C). (See Mayo and
Spanos 2011; Mayo 2018.)

Fallacies of Statistical Significance and Non-Significance

In the case of a small P value, the concern is with interpreting it as indicating a larger
effect than is actually warranted (making mountains out of molehills). With moderate,
non small P values, the concern is fallaciously inferring evidence of no discrepancy. A
severity assessment is designed to avoid both:

A statistically significant result (small P value) licenses inferences of the form μ >
[μ0 + γ], for some γ ≥ 0, but with a warning as to μ ≤ [μ0 + κ], for some κ ≥ 0.

A non-statistically significant result (P value not small) licenses inferences of the
form μ ≤ [μ0 + γ], for some γ ≥ 0, but with a warning as to values fairly well indicated
μ > [μ0 + κ], for some κ ≥ 0.

The following interpretations accomplish this. Let μ1 = μ0 + γ, and d0 = d(x0):

Severity Interpretation for Statistically Significant Results

If the significance level is small, it is indicative of some discrepancy from H0, but we
are concerned about the magnitude:

(a) If there is a fairly high probability that d0 would have been larger than it is, even if
μ is no great than μ1, then d0 is not a good indication μ > μ1: SEV(μ > μ1) is low.

(b) If there is a very high probability that d0 would have been smaller than it is, if μ ≤
μ1, then when you observe so large a d0, it indicates μ > μ1: SEV(μ > μ1) is high.
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Severity Interpretation for Non-statistically Significant Results

(a) If there is a very low probability that d0 would have been larger than it is, even if μ
were as great as μ1, then there is a poor indication that μ ≤ μ1: SEV(μ ≤ μ1) is low
(Reasoning: the test was not very capable of detecting discrepancy μ1 even if it is
present, so when it is not detected, it is poor evidence of its absence.)

(b) If there is a very high probability that d0 would have been larger than it is, were μ
as great as μ1, then there is a good indication that μ ≤ μ1: SEV(μ ≤ μ1) is high
(Reasoning: the test was highly capable of detecting discrepancy μ1 if it existed.
So when it is not detected, it is a good indication of its absence).

We are not changing the original null and alternative hypotheses in appraising severity
for various claims. We are using the severe testing concept to interpret the results
according to the discrepancies from the reference value in H0–the kind of scrutiny in
which one might be interested, as Neyman puts it, “when we are faced with…
interpreting the results of an experiment planned and performed by someone else”
(Neyman 1957, 15). The severity assessment may be seen simply as a rule of thumb to
prevent fallacious interpretations; what is novel is the new philosophical standpoint
about the role of probability in inference. What a severe tester seeks is not a compar-
ative measure of belief or support, but the ability to falsify, statistically, claims about
(population) effect sizes or discrepancies. The severity interpretation also ameliorates
shortcomings of confidence intervals, which inherit shortcomings of N-P tests – the
intervals being inversions of those tests.

Confidence Intervals Are Also Reinterpreted

There is a direct connection with a confidence interval assessment for this example
(although as is usual, we would estimate σ):

& If d(x0) is statistically significant, then μ > x0 – kεσ/ √ n passes test T+ with severity
(1 – ε),

& If d(x0) is not statistically significant, then μ ≤ x0 + kεσ/ √ n passes the test T+ with
severity (1 – ε), where Pr(d(X) > kε) = ε.

x0 – kεσ/ √ n and μ ≤ x0 + kεσ/ √ n are the one sided lower and upper (1 – ε) confidence
bounds, respectively.

Advantages: Rather than justifying the confidence interval in terms of long-run cover-
age probability, we get an inferential construal relevant for the case at hand.

Consider the one-sided lower confidence bound CIL, which corresponds to our test
T+. The rationale for inferring μ > CIL is that if μ were less than or equal to the lower
confidence bound, then with high probability (1 – ε), we would have observed a sample
mean that is smaller than x0. It is likewise for warranting an upper confidence bound.
Lacking this inferential construal, users of confidence intervals very often misin-
terpret the justification for inferring the lower CI bound: μ > x0 – kεσ/ √ n. They
say it is justified because there is a high probability this claim is true – but this is a
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well-known fallacy. With x0 fixed as it is, any such probabilistic assignment is
illicit, unless one began with a prior probability on the parameter. The feeling that
one is getting a probability assignment for the particular interval is an illusion
based on a fallacy.

Other problems with the standard use of confidence intervals is the tendency to fix
the confidence level, say to .95, whereas what we need is to consider several different
levels to interpret results correctly. This is in sync with current work on confidence
distributions (Singh et al. 2007). Moreover, the standard CI treats all members of the
confidence interval on a par, whereas there are hypotheses within any interval that are
warranted with reasonable severity, and others not. In our construal, each point in the
confidence interval corresponds to a distinct claim and is assessed with a different
severity. Although in practice, 2 or 3 benchmarks suffice, merely reporting the
confidence interval omits that customized information. Those calling to replace
statistical significance tests with CIs should welcome these improvements.

The psychologist Brian Haig (2020) has raised many challenges to followers of the
“new statistics” in their call to replace statistical significance tests with confidence
intervals:

The error statistical outlook presents a golden opportunity for those who advo-
cate, or endorse, the new statistics to defend their position in the face of
challenging criticism. A sound justification for the promotion and adoption of
new statistics practices in psychology requires as much. (3).
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