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Tour III Capability and Severity: Deeper
Concepts

From the itinerary: A long-standing family feud among frequentists is between
hypotheses tests and confidence intervals (CIs), but in fact there’s a clear
duality between the two. The dual mission of the first stop (Section 3.7) of
this tour is to illuminate both CIs and severity by means of this duality. A key
idea is arguing from the capabilities of methods to what may be inferred.
The severity analysis seamlessly blends testing and estimation. A typical
inquiry first tests for the existence of a genuine effect and then estimates
magnitudes of discrepancies, or inquires if theoretical parameter values are
contained within a confidence interval. At the second stop (Section 3.8) we
reopen a highly controversial matter of interpretation that is often taken as
settled. It relates to statistics and the discovery of the Higgs particle – displayed
in a recently opened gallery on the “Statistical Inference in Theory Testing”
level of today’s museum.

3.7 Severity, Capability, and Confidence Intervals (CIs)

It was shortly before Egon offered him a faculty position at University College
starting 1934 that Neyman gave a paper at the Royal Statistical Society (RSS)
which included a portion on confidence intervals, intending to generalize
Fisher’s fiducial intervals. With K. Pearson retired (he’s still editing
Biometrika but across campus with his assistant Florence David), the tension
is between E. Pearson, along with remnants of K.P.’s assistants, and Fisher on
the second and third floors, respectively. Egon hoped Neyman’s coming on
board would melt some of the ice.

Neyman’s opinion was that “Fisher’s work was not really understood by
many statisticians . . . mainly due to Fisher’s very condensed form of explain-
ing his ideas” (C. Reid 1998, p. 115). Neyman sees himself as championing
Fisher’s goals by means of an approach that gets around these expository
obstacles. So Neyman presents his first paper to the Royal Statistical Society
(June, 1934), which includes a discussion of confidence intervals, and, as usual,
comments (later published) follow. Arthur Bowley (1934), a curmudgeon on
the K.P. side of the aisle, rose to thank the speaker. Rubbing his hands together
in gleeful anticipation of a blow against Neyman by Fisher, he declares: “I am
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very glad Professor Fisher is present, as it is his work that Dr Neyman has
accepted and incorporated. . . . I am not at all sure that the ‘confidence’ is not
a confidence trick” (p.132). Bowley was to be disappointed. When it was
Fisher’s turn, he was full of praise. “Dr Neyman . . . claimed to have general-
ized the argument of fiducial probability, and he had every reason to be proud
of the line of argument he had developed for its perfect clarity” (Fisher 1934c,
p.138). Caveats were to come later (Section 5.7). For now, Egon was relieved:

Fisher had on the whole approved of what Neyman had said. If the impetuous Pole had
not been able to make peace between the second and third floors of University College,
he had managed at least to maintain a friendly foot on each! (C. Reid 1998, p. 119)

CIs, Tests, and Severity. I’m always mystified when people say they find
P-values utterly perplexing while they regularly consume polling results in
terms of confidence limits. You could substitute one for the other.

Suppose that 60% of 100 voters randomly selected from a population
U claim to favor candidate Fisher. An estimate of the proportion of the
population who favor Fisher, θ, at least at this point in time, is typically
given by means of confidence limits. A 95% confidence interval for θ is
x � 1:96σX where x is the observed proportion and we estimate σX by plug-
ging x in for θ to get σX ¼ ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi½0:60 0:40ð Þ=100�p ¼ 0:048. The 95% CI limits for
θ = 0.6 ± 0.09 using the Normal approximation. The lower limit is 0.51 and the
upper limit is 0.69. Often, 0.09 is reported as themargin of error. We could just
as well have asked, having observed x ¼ 0:6,

what value of θ would 0.6 be statistically significantly greater than at
the 0.025 level, and what value of θ would 0.6 be statistically signifi-
cantly less than at the 0.025 level?

The two answers would yield 0.51 and 0.69, respectively. So infer θ > 0.51 and
infer θ < 0.69 (against their denials), each at level 0.025, for a combined error
probability of 0.05.

Not only is there a duality between confidence interval estimation and tests,
they were developed by Jerzy Neyman at the same time he was developing tests!
The 1934 paper in the opening to this tour builds on Fisher’s fiducial intervals
dated in 1930, but he’d been lecturing on it in Warsaw for a few years already.
Providing upper and lower confidence limits shows the range of plausible values
for the parameter and avoids an “up/down” dichotomous tendency of some
users of tests. Yet, for some reason, CIs are still often used in a dichotomous
manner: rejecting μ values excluded from the interval, accepting (as plausible or
the like) those included. There’s the tendency, as well, to fix the confidence level

190 Excursion 3: Statistical Tests and Scientific Inference



C:/ITOOLS/WMS/CUP-NEW/14082594/WORKINGFOLDER/MAYOS/9781107054134C07.3D 191 [189–218] 30.7.2018
11:15AM

at a single 1 − α, usually 0.9, 0.95, or 0.99. Finally, there’s the adherence to
a performance rationale: the estimation method will cover the true θ 95% of the
time in a series of uses.Wewill want amuchmore nuanced, inferential construal
of CIs. We take some first steps toward remedying these shortcomings by
relating confidence limits to tests and to severity.

To simply make these connections, return to our test T+, an IID sample
from a Normal distribution, H0: μ ≤ μ0 against H1: μ > μ0. In a CI estimation
procedure, an observed statistic is used to set an upper or lower (one-sided)
bound, or both upper and lower (two-sided) bounds for parameter μ. Good
and best properties of tests go over into good or best properties of correspond-
ing confidence intervals. In particular, the uniformly most powerful (UMP)
test T+ corresponds to a uniformly most accurate lower confidence bound (see
Lehmann and Romano 2005, p. 72). The (1 − α) uniformly most accurate
(UMA) lower confidence bound for μ, which I write as μ̂1�αðXÞ, correspond-
ing to test T+ is

μ > X � cα σ=√n
� �

;

where X is the sample mean, and the area to the right of cα under the standard
Normal distribution is α. That is Pr(Z ≥ cα) = αwhere Z is the standard Normal
statistic. Here are some useful approximate values for cα:

α 0.5 0.16 0.05 0.025 0.02 0.005 0.001
cα 0 1 1.65 1.96 2 2.5 3

The Duality

“Infer: μ > X � 2:5 σ=√n
� �

” alludes to the rule for inferring; it is the CI
estimator. Substituting x forX yields an estimate. Here are some abbreviations,
alluding throughout to our example of a UMA estimator:

A generic 1 − α lower confidence interval estimator is μ > μ̂1�αðXÞ ¼
μ > X � cαðσ=√nÞ.
A specific 1 − α lower confidence interval estimate is μ > μ̂1�αðxÞ ¼
μ > x � cαðσ=√nÞ.

The corresponding value for α is close enough to 0.005 to allow c0.005 = 2.5 (it’s
actually closer to 0.006). The impressive thing is that, regardless of the true
value of μ, these rules have high coverage probability. If, for any observed x, in
our example, you shout out

μ > X � 2:5ðσ=√nÞ;
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your assertions will be correct 99.5% of the time. The specific inference
results from plugging in x for X . The specific 0.995 lower limit =
μ̂0:995ðxÞ ¼ x � 2:5ðσ=√nÞ, and the specific 0.995 estimate is μ > μ̂0:995ðxÞ.
This inference is qualified by the error probability of the method, namely the
confidence level 0.995. But the upshot of this qualification is often misunder-
stood. Let’s have a new example to show the duality between the lower
confidence interval estimator μ > μ̂1�αðXÞ and the generic (α level) test
T+ of form: H0: μ ≤ μ0 against H1: μ > μ0. The “accident at the water plant”
has a nice standard error of 1, but that canmislead about the role of sample size
n. Let σ = 1, n = 25, σX ¼ ðσ=√nÞ ¼ 0:2. (Even though we’d actually have to
estimate σ, the logic is the same and it’s clearer.) I use σ/√n rather than σX when
a reminder of sample size seems needed.

Work backwards. Suppose we’ve collected the 25 samples and observed
sample mean x ¼ 0:6. (The 0.6 has nothing to do with the polling example
at the outset.) For what value of μ0 would x ¼ 0:6 exceed μ0 by 2:5σX? Since
2:5σX ¼ 0:5, the answer is μ = 0.1. If we were testing H0: μ ≤ 0.1 vs. H1: μ > 0.1
at level 0.005, we’d reject with this outcome. The corresponding 0.995 lower
estimate would be

μ > 0.1.

(see Note 1).
Now for the duality. X is not statistically significantly greater than any μ

value larger than 0.1 (e.g., 0.15, 0.2, etc.) at the 0.005 level. A test of form
T+ would fail to reject each of the values in the CI interval at the 0.005 level,
with x ¼ 0:6. Since this is continuous, it does not matter if the cut-off is at 0.1
or greater than or equal to 0.1.1 By contrast, if we were testing μ0 values 0.1 or
less (T+: H0: μ ≤ 0.1 against H1: μ > 0.1), these nulls would be rejected by
x ¼ 0:6 at the 0.005 level (or even lower for values less than 0.1). That is, under
the supposition that the data were generated from a world whereH0: μ ≤ 0.1, at
least 99.5% of the time a smaller X than what was observed (0.6) would occur:

PrðX < 0:6; μ ¼ 0:1Þ ¼ 0:995:

The probability of observing X ≥ 0:6 would be low, 0.005.

Severity Fact (for test T+): Taking an outcome x that just reaches the
α level of significance (xα)as warrantingH1: μ > μ0 with severity (1 − α)

1 To avoid confusion, note the duality is altered accordingly. If we set out the test rule for T +H0: μ
≤ μ0 vsH1: μ > μ0 as rejectH0: iffX ̅ ≥ μ0 + cα(σ/√n), then we do not rejectH0 iff X̅ < μ0 + cα(σ/√n).
This is the same as μ0 >X ̅ − cα(σ/√n), the corresponding lower CI bound. If the test rule isX ̅ > μ0
+ cα(σ/√n), the corresponding lower bound is μ0 ≥ X ̅ − cα(σ/√n).
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is mathematically the same as inferring μ > x � cαðσ=√nÞ at level
(1 − α).

Hence, there’s an intimate mathematical relationship between severity and
confidence limits. However, severity will break out of the fixed (1 − α) level,
and will supply a non-behavioristic rationale that is now absent from con-
fidence intervals.2

Severity and Capabilities of Methods

Begin with an instance of our “Fact”: To take an outcome that just reaches the
0.005 significance level as warranting H1 with severity 0.995, is the same as
taking the observed x and inferring μ just exceeds the 99.5 and lower con-
fidence bound: μ > 0.1. My justification for inferring μ > 0.1 (with x = 0.6) is
this. Suppose my inference is false. Take the smallest value that renders it false,
namely μ = 0.1.Were μ = 0.1, then the test very probably would have resulted in
a smaller observed X than I got (0.6). That is, 99.5% of the time it would have
produced a result less discordantwith claim μ > 0.1 than what I observed. (For μ
values less than 0.1 this probability is increased.) Given that the method was
highly incapable of having produced a value of X as large as 0.6, if μ ≤ 0.1, we
argue that there is an indication at least (if not full blown evidence) that μ > 0.1.
The severity with which μ > 0.1 “passes” (or is indicated by) this test is
approximately 0.995.

Some caveats: First, throughout this exercise, we are assuming these values
are “audited,” and the assumptions of the model permit the computations to
be licit. Second, we recognize full well that we merely have a single case, and
inferring a genuine experimental effect requires being able to produce such
impressive results somewhat regularly. That’s why I’m using the word “indi-
cation” rather than evidence. Interestingly though, you don’t see the same
admonition against “isolated” CIs as with tests. (Rather than repeating these
auditing qualifications, I will assume the context directs the interpretation.)

Severity versus Performance. The severity interpretation differs from both
the construals that are now standard in confidence interval theory: The first is
the coverage probability construal, and the second I’m calling rubbing-off.
The coverage probability rationale is straightforwardly performance oriented.
The rationale for the rule: infer

2 For the computations, in test T+: H0: μ ≤ μ0 against H1: μ > μ0. Suppose the observed x just
reaches the cα cut-off: x ¼ μ0 þ cασX . The (1 − α) CI lower bound, CIL, is μ > X � cασX .
So Prðtest Tþ does not reject H0; μ ¼ CILÞ ¼ PrðX < μ0 þ cασX ; μ ¼ μ0Þ. Standardize X to
get Z: Z ¼ ½ðμ0 þ cασX Þ � μ0�ð1=σX Þ ¼ cα. So the severity for μ > μ0 = Pr(test T+ does not reject
H0; μ = CIL) = Pr(Z < cα) = (1 − α).
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μ > X � 2:5σ=√n;

is simply that you will correctly cover the true value at least 99.5% of the time in
repeated use (we can allow the repetitions to be actual or hypothetical):

Prðμ > ðX � 2:5σ=√nÞ; μÞ ¼ 0:995:

Aside: The equation above is not treating μ as a random variable, although it
might look that way. X is the random variable. It’s the same as asserting
PrðX ≥ μþ 2:5ðσ=√nÞ; μÞ ¼ 0:005. Is this performance-oriented interpreta-
tion really all you can say? The severe tester says no. Here’s where different
interpretive philosophies enter.

Cox and Hinkley (1974) do not adhere to a single choice of 1 − α. Rather, to
assert a 0.995 CI estimate, they say, is to follow:

. . . a procedure that would be wrong only in a proportion α of cases, in hypothetical
repeated applications, whatever may be the true value μ. Note that this is a hypothetical
statement that gives an empirical meaning, which in principle can be checked by
experiment, rather than a prescription for using confidence limits. In particular, we
do not recommend or intend that a fixed value α0 should be chosen in advance and the
information in the data summarized in the single assertion [μ > μ̂1�α]. (p. 209, μ is
substituted for their θ)

We have the meaning versus application gap again, which severity strives to
close. “[W]e define procedures for assessing evidence that are calibrated by
how they would perform were they used repeatedly. In that sense they do not
differ from other measuring instruments” (Cox 2006a, p. 8). Yet this perfor-
mance is not the immediate justification for the measurement in the case at
hand.What I mean is, it’s not merely that if you often use a telescope with good
precision, your measurements will have a good track record – no more than
with my scales (in Section 1.1). Rather, the thinking is, knowing how they
would perform lets us infer how they’re performing now. Good long-run
properties “rub-off” in some sense on the case at hand (provided at least they
are the relevant ones).

It’s not so clear what’s being rubbed off. You can’t say the probability it’s
correct in this case is 0.995, since either it’s right or not. That’s why “con-
fidence” is introduced. Some people say from the fact that the procedure is
rarely wrong we may assign a low probability to its being wrong in the case
at hand. First, this is dangerously equivocal, since the probability properly
attaches to the method of inferring. Some espouse it as an informal use of
“probability” outside of statistics, for instance, that confidence is “the
degree of belief of a rational person that the confidence interval covers
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the parameter” (Schweder and Hjort 2016, p. 11). They call this “epistemic
probability.” My main gripe is that neither epistemic probability, whatever
it is, nor performance gives a report of well-testedness associated with the
claim at hand.

By providing several limits at different values, we get a more informative
assessment, sometimes called a confidence distribution (CD). An early refer-
ence is Cox (1958). “The set of all confidence intervals at different levels of
probability. . . [yields a] confidence distribution” (Cox 1958, p. 363). We’ll visit
others later. The severe tester still wants to nudge the CD idea; whether it’s
a large or small nudge is unclear because members of CD tribes are unclear.
By and large, they’re either a tad bit too performance oriented or too close to
a form of probabilism for a severe tester. Recall I’ve said I don’t see the severity
construal out there, so I don’t wish to saddle anyone with it. If that is what
some CD tribes intend, great.

The severity logic is the counterfactual reasoning: Were μ less than the 0.995
lower limit, then it is very probable (> 0.995) that our procedure would yield
a smaller sample mean than 0.6. This probability gives the severity. To echo
Popper, μ > μ̂1�α is corroborated (at level 0.995) because it may be presented
as a failed attempt to falsify it statistically. The severe testing philosophy
hypothesizes that this is how humans reason. It underwrites formal error
statistics as well as day-to-day reasoning.

Exhibit (vii): Capability. Let’s see how severity is computed for the CI claim
ðμ > μ̂0:995Þ with x ¼ 0:6:

1. The particular assertion h is μ > 0:1ðμ̂0:995 ¼ 0:1Þ.
2. x ¼ 0:6 accords with h, an assertion about a positive discrepancy from 0.1.
3. Values of X less than 0.6 accord less well with h. So we want to compute the

probability (X < 0:6) just at the point that makes h false: μ = 0.1.
Pr(method would yield X < 0:6; 0:1Þ ¼ 0:995.

4. From (3), SEV(μ > 0.1) = 0.995 (or we could write ≥, but our convention will
be to write =).

Although we are moving between values of the parameter and values of X , so
long as we are careful, there is no illegitimacy. We can see that CI limits follow
severity reasoning. For general lower 1 − α limits, with small level α:

The inference of interest is h: μ > μ̂1�α.
Since Prðmethod would yield X < x; μ ¼ μ̂1�αÞ ¼ 1� αð Þ,

it follows that SEV(h) = (1 − α).
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(Lower case h emphasizes these are typically members of the full alternative in
a test.) Table 3.5 gives several examples.

Perhaps “capability or incapability” of the method can serve to get at what’s
rubbing off. The specific moral I’ve been leading up to can be read right off the
Table, as we vary the value for α (from 0.001 to 0.84) and form the correspond-
ing lower confidence bound from μ̂0:999 to μ̂0:16.

The higher the test’s capability to produce such large (or even larger)
differences as we observe, under the assumption μ ¼ μ̂, the less
severely tested is assertion μ > μ̂. (See Figure 3.3.)

The third column of Table 3.5 gives the complement to the severity assessment:
the capability of a more extreme result, which in this case is α:
PrðX > x; μ ¼ μ̂1�αÞ ¼ α. This is the Π function – the attained sensitivity in
relation to μ: Π(γ) (section 3.3) – but there may be too many moving parts to
see this simply right away. You can return to it later.

We do not report a single, but rather several confidence limits, and the
corresponding inferences of form h1. Take the third row. The 0.975 lower limit
that would be formed from x ¼ 0:6, μ̂0:975, is μ = 0.2. The estimate takes the
form μ > 0.2. Moreover, the observed mean, 0.6, is statistically significantly
greater than 0.2 at level 0.025. Since μ = 0.2 would very probably produce
X < 0:6, the severe tester takes the outcome as a good indication of μ ≥ 0.2.
I want to draw your attention to the fact that the probability of producing an
X ≥ 0:6 ranges from 0.005 to 0.5 for values of μ between 0.1 and the observed
x ¼ 0:6. It never exceeds 0.5. To see this compute PrðX ≥ 0:6; μ ¼ μ0Þ letting μ0
range from 0.1 to 0.6. We standardize X to get Z ¼ ðX � μ0Þ= σ=√n

� �
which is

N(0,1). To find PrðX ≥ 0:6; μ ¼ μ
0Þ, compute Z = (0.6 − μ0)/0.2 and use the

areas under the standard Normal curve to get Pr(Z ≥ z0), μ0 ranging from 0.1 to
0.6.

Do you notice it is only for negative z values that the area to the right of
z exceeds 0.5? The test only begins to have more than 50% capability of
generating observed means as large as 0.6, when μ is larger than 0.6.
An important benchmark enters. The lower 0.5 bound μ̂0:5 is 0.6. Since
a result even larger than observed is brought about 50% of the time when
μ = 0.6, we rightly block the inference to μ > 0.6.

Go to the next to last row: using a lower confidence limit at level 0.31! Now
nobody goes around forming confidence bounds at level 0.5, let alone 0.31, but
they might not always realize that’s what they’re doing! We could give
a performance-oriented justification: the inference to μ > 0.7 from x ¼ 0:6 is
an instance of a rule that errs 31% of the time. Or we could use counterfactual,
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severity reasoning: even if μwere only 0.7, we’d get a largerX than we observed
a whopping 69% of the time. Our observed X is terrible grounds to suppose μ
must exceed 0.7. If anything, we’re starting to get an indication that μ < 0.7!
Observe that, with larger α, the argument is more forceful by emphasizing >,
rather than ≥, but it’s entirely correct either way, as it is continuous.

Table 3.5 Lower confidence limit with x ¼ 0:6, α ranging from 0.001 to
0.84 in T+: σ = 1, n = 25, σX ¼ ðσ=√nÞ ¼ 0:2, x ¼ 0:6

α cα μ̂1�α h1:μ>μ̂1�α PrðX ≥ 0:6; μ¼μ̂1�αÞ¼α SEV(h1)

0.001 3 0 (μ > 0) 0.001 0.999
0.005 2.5 0.1 (μ > 0.1) 0.005 0.995
0.025 2 0.2 (μ > 0.2) 0.025 0.975
0.07 1.5 0.3 (μ > 0.3) 0.07 0.93
0.16 1 0.4 (μ > 0.4) 0.16 0.84
0.3 0.5 0.5 (μ > 0.5) 0.3 0.7
0.5 0 0.6 (μ > 0.6) 0.5 0.5
0.69 −0.5 0.7 (μ > 0.7) 0.69 0.31
0.84 −1 0.8 (μ > 0.8) 0.84 0.16
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Figure 3.3 Severity for μ>μ̂.
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In grasping the duality between tests and confidence limits we consider
the general form of the test in question, here we considered T+. Given the
general form, we imagine the test hypotheses varying, with a fixed out-
come x. Considering other instances of the general test T+ is a heuristic aid in
interpreting confidence limits using the idea of statistical inference as severe
testing. We will often allude to confidence limits to this end. However, the way
the severe tester will actually use the duality is best seen as a post-data way to
ask about various discrepancies indicated. For instance, in testing H0: μ ≤ 0 vs.
H1: μ > 0, we may wish to ask, post-data, about a discrepancy such as μ > 0.2.
That is, we ask, for each of the inferences, how severely passed it is.

Granted this interval estimator has a nice pivot. If I thought the nice
cases weren’t the subject of so much misinterpretation, I would not start
there. But there’s no chance of seeing one’s way into more complex cases
if we are still hamstrung by the simple ones. In fact, the vast majority of
criticism and proposed reforms revolve around our test T+ and two-sided
variants. If you grasp the small cluster of the cases that show up in the
debates, you’ll be able to extend the results. The severity interpretation
enables confidence intervals to get around some of their current pro-
blems. Let’s visit a few of them now. (See also Excursion 4 Tour II,
Excursion 5 Tour II.)

Exhibit (viii): Vacuous and Empty Confidence Intervals: Howlers
and Chestnuts. Did you hear the one about the frequentist who reports a
confidence level of 0.95 despite knowing the interval must contain the true
parameter value?
Basis for the joke: it’s possible that CIs wind up being vacuously true: including
all possible parameter values. “Why call it a 95 percent CI if it’s known to be
true?” the critics ask. The obvious, performance-based, answer is that the
confidence level refers to the probability the method outputs true intervals;
it’s not an assignment of probability to the specific interval. It’s thought to be
problematic only by insisting on a probabilist interpretation of the confidence
level. Jose Bernardo thinks that the CI user “should be subject to some
re-education using well-known, standard counterexamples. . . . conventional
0.95-confidence regions may actually consist of the whole real line” (Bernardo
2008, p. 453). Not so.

Cox and Hinkley (1974, p.226) proposed interpreting confidence intervals,
or their corresponding confidence limits (lower or upper), as the set of para-
meter values consistent at the confidence level.

This interpretation of confidence intervals also scotches criticisms of examples where,
due to given restrictions, it can happen that a (1 − α) estimate contains all possible
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parameter values. Although such an inference is ‘trivially true,’ it is scarcely vacuous in
our construal. That all parameter values are consistent with the data is an informative
statement about the limitations of the data to detect discrepancies at the particular level.
(Cox and Mayo 2010, p. 291)

Likewise it can happen that all possible parameter points are inconsistent with
the data at the (1 − α) level. Criticisms of “vacuous” and empty confidence
intervals stem from a probabilist construal of (1 − α) as the degree of support,
belief, or probability attached to the particular interval; but this construal isn’t
endorsed by CI interval methodology. There is another qualification to add:
the error probability computed must be relevant. It must result from the
relevant sampling distribution.

Pathological Confidence Set. Here’s a famous chestnut that is redolent of
Exhibit (vi) in Section 3.4 (Cox’s 1958 two measuring instruments with different
precisions). It is usually put in terms of a “confidence set”with n = 2. It could also
be put in the form of a test. Either way, it is taken to question the relevance of error
statistical assessments in the case at hand (e.g., Berger and Wolpert 1988, Berger
2003, p. 6). Two independent and identically distributed observations are to be
made represented by randomvariablesX1,X2. EachX can take either valueψ− 1or
ψ + 1 with probability of 0.5, where ψ is the unknown parameter to be estimated
using the data. The data can result in both outcomes being the same, or both
different.

Consider the second case: With both different, we know they will differ by 2.
A possibility might be ⟨9, 11⟩. Right away, we know ψ must be 10. What luck!
We know we’re right to infer ψ is 10. To depict this case more generally, the
two outcomes are x1 = x0 − 1 and x2 = x0 + 1, for some value x0.

Consider now that the first case obtains. We are not so lucky. The two
outcomes are the same: x1 = x2 (maybe they’re both 9 or whatever). What
should we infer about the value of parameter ψ? We know ψ is either x1 − 1 or
x1 + 1 (e.g., 8 or 10); each accords equally well with the data. Say we infer ψ is
x1 − 1. The method is correct with probability 0.5. Averaging over the two
possibilities, the probability of an erroneous inference is 0.25. Now suppose
I was lucky and observed two different outcomes. Then I know the value of
ψ so it makes no sense to infer “ψ is (x1 + x2)/2” while attaching a confidence
coefficient of 0.75.

You see the pattern. The example is designed so that some outcomes
yield much more information than others. As with Cox’s “two measur-
ing instruments,” the data have two parts: First, an indication of whether
the two outcomes are the same or different; second, the observed result.
Let A be an indicator of the first part: A = 1 if both are the same
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(unlucky); A = 2 if the sample values differ by 2 (lucky!). The full data 
may be represented as (A, x). The distribution of A is fixed indepen-
dently of the parameter of interest: Pr(A = 1) = Pr(A = 2) = 0.5. It is an 
example of an ancillary statistic. However, learning whether A = 1 or  A = 2 is
very informative as to the precision achieved by the inference. Thus the 
relevant properties associated with the particular inference would be condi-
tional on the value of A.

The tip-off that we’re dealing with a problem case is this: The sufficient 
statistic S has two parts (A, X), that is it has dimension 2. But there’s only one 
parameter ψ. Without getting into the underlying theory, this alone indicates 
that S has a property known as being incomplete, opening the door to 
different P-values or confidence levels when calculated conditionally on the 
value of A. In particular, the marginal distribution of a P-value averaged over 
the two possibilities (0.5(0) + 0.5(0.5) = 0.25) would be misleading for any 
particular set of data. Instead we condition on the value of A obtained. David 
Cox calls this process “technical conditioning to induce relevance of the 
frequentist probability to the inference at hand” (Cox and Mayo 2010, 
pp. 297–8).

Such examples have other noteworthy features: the ancillary part A gives 
a sneaky way of assigning a probability to “being correct” in the subset of 
cases given by the value of A. It’s an example of what Fisher called “recogniz-
able subsets.” By careful artifice, the event that “a random variable A takes 
a given value a” is equivalent to “the data were generated by a hypothesized 
parameter value.” So the probability of A = a gives the probability 
a hypothesis is true. Aris Spanos considers these examples “rigged” for this 
reason, and he discusses these and several other famous pathological exam-
ples (Spanos 2012).

Even putting pathologies aside, is there any reason the frequentist wouldn’t 
do the sensible thing and report on how well probed the inference is once A is 
known? No. Certainly a severe testing theorist would.

...
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Exhibit (vi): Reforming the Reformers on Confidence Intervals. You will
be right to wonder why some of the same tribes who raise a ruckus over P-
values – to the extent, in some cases, of calling for a “test ban” – are cheerlead-
ing for confidence intervals (CIs), given there is a clear duality between the two
(Section 3.7). What they’re really objecting to is a dichotomous use of sig-
nificance tests where the report is “significant” or not at a predesignated
significance level. I completely agree with this objection, and reject the dichot-
omous use of tests (which isn’t to say there are no contexts where an “up/
down” indication is apt). We should reject Unitarianism where a single
method with a single interpretation must be chosen. Ironically, some of the
most outspoken CI leaders use them in the dichotomous fashion (rightly)
deplored when it comes to testing.

Geoffrey Cumming, an acknowledged tribal leader on CIs, tells us that
“One-sided CIs are analogous to one-tailed tests but, as usual, the estimation
approach is better” (2012, p. 109). Well, it might be better, but like hypothesis
testing, it calls for supplements and reinterpretations as begun in Section 3.7.

Our one-sided test T+ (H0: µ ≤ 0 vs. H1: µ > 0, and σ = 1) at α = 0.025 has as
its dual the one-sided (lower) 97.5% general confidence interval:
μ > X � 2ð1=√nÞ – rounding to 2 from 1.96. So you won’t have to flip back
pages, here’s a quick review of the notation we developed to avoid the common
slipperiness with confidence intervals. We abbreviate the generic lower limit of
a (1 − α) confidence interval as μ̂1�αðXÞ and the particular limit as μ̂1�α xð Þ.
The general estimating procedure is: Infer μ > μ̂1�αðXÞ. The particular esti-
mate is μ > μ̂1�α xð Þ. Letting α = 0.025 we have: μ > x � 2ð1=√nÞ. With
α = 0.05, we have μ > x � 1:65ð1=√nÞ.

Cumming’s interpretation of CIs and confidence levels points to their per-
formance-oriented construal: “In the long run 95% of one-sided CIs will include
the population mean . . .We can say we’re 95% confident our one-sided interval
includes the true value . . . meaning that for 5% of replications the [lower limit]
will exceed the true value” (Cumming 2012, p. 112). What does it mean to be
95% confident in the particular interval estimate for Cumming? “It means that
the values in the interval are plausible as true values for μ, and that values outside
the interval are relatively implausible – though not impossible” (ibid., p. 79). The
performance properties of the method rub off in a plausibility assessment of
some sort.

The test that’s dual to the CI would “accept” those parameter values within
the corresponding interval, and reject those outside, all at a single predesig-
nated confidence level 1 − α. Our main objection to this is it gives the
misleading idea that there’s evidence for each value in the interval, whereas,
in fact, the interval simply consists of values that aren’t rejectable, were one
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testing at the α level. Not being a rejectable value isn’t the same as having
evidence for that value. Some values are close to being rejectable, and we
should convey this. Standard CIs do not.

To focus on how CIs deal with distinguishing sample sizes, consider again
the three instances of test T+ with (i) n = 25, (ii) n = 100, and (iii) n = 400.
Imagine the observed mean x from each test just hits the significance level
0.025. That is, (i) x ¼ 0:4, (ii) x ¼ 0:2, and (iii) x ¼ 0:1. Form 0.975 confidence
interval estimates for each:

(i) for n = 25, the inferred estimate is μ > μ̂ 0:975, that is, μ > x � 2ð1=5Þ;
(ii) for n = 100, the inferred estimate is μ > μ̂ 0:975, that is, μ > x � 2ð1=10Þ;
(iii) for n = 400, the inferred estimate is μ > μ̂ 0:975, that is, μ > x � 2ð1=20Þ.
Substituting x in all cases, we get the same one-sided confidence interval:

µ > 0.

Cumming writes them as [0, infinity). How are the CIs distinguishing them?
They are not. The construal is dichotomous: in or out, plausible or not.

Would we really want to say “the values in the interval are plausible as
true values for µ”? Clearly not, since that includes values to infinity. I
don’t want to step too hard on the CI champion’s toes, since CIs are in
the frequentist, error statistical tribe. Yet, to avoid fallacies, this standard
use of CIs won’t suffice. Severity directs you to avoid taking your result as
indicating a discrepancy beyond what’s warranted. For an example, we
can show the same inference is poorly indicated with n = 400, while fairly
well indicated when n = 100. For a poorly indicated claim, take our
benchmark for severity of 0.5; for fairly well, 0.84:

For n ¼ 400; x0:025 ¼ 0:1; so μ > 0:1 is poorly indicated;

For n ¼ 100; x0:025 ¼ 0:2; and μ > 0:1 is fairly well indicated:

The reasoning based on severity is counterfactual: were µ less than or equal to
0.1, it is fairly probable, 0.84, that a smaller X would have occurred. This is not
part of the standard CI account, but enables the distinction we want. Another
move would be for a CI advocate to require we always compute a two-sided
interval. The upper 0.975 bound would reflect the greater sensitivity with
increasing sample sizes:

(i) n = 25: (0, 0.8], (ii) n = 100: (0, 0.4], (iii) n = 400: (0, 0.2].
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But we cannot just deny one-sided tests, nor does Cumming. In fact, he 
encourages their use: “it’s unfortunate they are usually ignored” (2012, p. 113).
(He also says he is happy for people to decide afterwards whether to report it as 
a one- or two-sided interval (ibid., p. 112), only doubling α, which I do not 
mind.) Still needed is a justification for bringing in the upper limit when 
applying a one-sided estimator, and severity supplies it. You should always 
be interested in at least two benchmarks: discrepancies well warranted and 
those terribly warranted. In test T+, our handy benchmark for the terrible is to 
set the lower limit to x. The severity for ðμ > xÞ is 0:5. Two side notes:

First I grant it would be wrong to charge Cumming with treating all 
parameter values within the confidence interval on par, because he does 
suggest distinguishing them by their likelihoods (by how probable each ren-
ders the outcome). Take just the single 0.975 lower CI bound with n = 100 and 
x ¼ 0:2. A µ value closer to the observed 0.2 has higher likelihood (in 
the technical sense) than ones close to the 0.975 lower limit 0. For example, 
µ = 0.15 is more likely than µ = 0.05. However, this moves away from CI 
reasoning (toward likelihood comparisons). The claim µ > 0.05 has a higher 
confidence level (0.93) than does µ > 0.15 (0.7)3 even though the point 
hypothesis µ = 0.05 is less likely than µ = 0.15 (the latter is closer to x ¼ 0:2 
than is the former). Each point in the lower CI corresponds to a different lower 
bound, each associated with a different confidence level, and corresponding 
severity assessment. That’s how to distinguish them.

Second there’s an equivocation, or at least a potential equivocation, in 
Cumming’s assertion “that for [2.5%] of replications the [lower limit] will exceed 
the true value” (Cumming 2012, p. 112 replacing 5% with 2.5%). This is not a 
true claim if “lower limit” is replaced by a particular lower limit: μ̂ 0:025ðxÞ, it
holds only for the generic lower limit μ̂0:025ðXÞ. That is, we can’t say µ exceeds 
zero 2.5% of the time, which would be to assign a probability of 0.975 to µ > 0.
Yet this misinterpretation of CIs is legion, as we’ll see in a historical battle 
about fiducial intervals (Section 5.8).

  ...
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...

Anything Tests Can Do CIs Do Better
CIs do anything better than tests . . .  No they don’t, yes they do . . .  Annie Get 
Your Gun is one of my favorite musicals, and while we’ve already seen the 
close connection between confidence limits and severity, they do not usurp 
tests. Hoenig and Heisey claim that power, by which they now mean ordinary 
power, is superfluous – once you have confidence intervals. We focused on 
CIs with a significant result (Section 4.3, Exhibit (vi)); our example now is a 
non-significant result. Let’s admit right away that error statistical computa-
tions are interrelated, and if you have the correct principle directing you, you 
could get the severity computations by other means. The big deal is having the 
correct principle directing you, and this we’ll see is what Hoenig and Heisey 
are missing.
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Hoenig and Heisey consider an instance of our test T+: a one-sided Normal
test of H0: μ ≤ 0 vs. H1: μ > 0. The best way to address a criticism is to use the
numbers given: “One might observe a sample mean X ¼ 1:4 with σX ¼ 1.
Thus Z = 1.4 and P = 0.08, which is not significant at α = 0.05” (ibid., p. 3). They
don’t tell us the sample size n, it could be that σ = 5 and n = 25, or any other
combination to yield (σ/√n) = 1. Since the P-value is 0.08, (Pr(Z > 1.4; μ = 0) =
0.081), this is not significant at the 0.05 level (which requires z = 1.65), leading
to a failure to reject H0. They then point out that the power against μ = 3.29 is
high, 0.95 (i.e., Pr(Z > 1.645; μ = 3.29) = 0.95).3 Thus the power analyst would
take the result as indicating μ < 3.29. So what’s the problem according to them?

They note that a 95% upper confidence bound on μ would be 3.05 (1.4 +
1.65), the implication being that it is more informative than what is given
by the conservative power analysis. True, they get a tighter upper bound
using the observed insignificant result, just as we do with severity. This
they take to show that, “once we have constructed a confidence interval,
power calculations yield no additional insights” (ibid., p. 4). Superfluous.
There’s one small problem: this is not the confidence interval that
corresponds to test T+. The 95% confidence interval corresponding to test
T+ is a one-sided interval: μ > x � 1:65 σX ðμ > ð1:4� 1:65Þ ¼ �0:25Þ, not
μ < 3.05. That is, it corresponds to a one-sided lower bound, not an upper
bound.

From the duality between CIs and tests (Section 3.7), as Hoenig and Heisey
correctly state, “all values covered by the confidence interval could not be
rejected” (ibid.). More specifically, the confidence interval contains the values
that could not be rejected by the given test at the specified level of significance
(Neyman 1937). But μ < 3.045 does not give the set of values that T+ would fail
to reject, were those values substituted for 0 in the null hypothesis of T+; there
are plenty of μ values less than 3.045 that X ¼ 1:4 would reject, were they the
ones tested, for instance, μ < −1. The CI corresponding to test T+, namely, μ
exceeds the lower confidence bound, doesn’t help with the fallacy of insigni-
ficant results – the fallacy at which power analysis is aimed.

We don’t deny it’s useful to look at an upper bound (e.g., 3.05) to
avoid the fallacy of non-rejection, just as it was to block fallacies of rejection
(Section 4.3), but there needs to be a principled basis for this move, that’s
what severity gives us. Power analysis is a variation on the severity principle
where x ¼ xα. But Hoenig and Heisey are at pains to declare power

3 Note: we are in “Case 2” where we’ve added 1.65 to the cut-off, meaning the power is the area to
the right of −1.65 under the standard Normal curve (Section 5.1).
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analysis superfluous! They plainly cannot have it both ways – they must either
supplement confidence intervals with an adjunct along severity lines or be left
with no way to avoid fallacies of insignificant results with the test they con-
sider. Such an adjunct would require relinquishing their assertion: “It would be
a mistake to conclude that the data refute any value within the confidence
interval” (ibid., p. 4). The one-sided interval is [−0.245, infinity]. We assume,
of course, they don’t literally mean “refute.”

Now maybe they (or you) will say I’m being unfair, that one should always
do a two-sided interval (corresponding to a two-sided test). But they are keen
to argue that power analysis is superfluous for interpreting insignificant results
from tests. Suppose we chuck tests and always do two-sided 1 – α confidence
intervals. We are still left with inadequacies already noted: First, the justifica-
tion is purely performance: that the interval was obtained from a procedure
with good long-run coverage; second, it relies on choosing a single confidence
level and reporting, in effect, whether parameter values are inside or outside.
Too dichotomous. Most importantly: The warrant for the confidence interval
is just the one given by using attained power in a severity analysis. If this is
right, it would make no sense for a confidence interval advocate to reject
a severity analysis. You can see this revisiting Section 3.7 on capability and
severity.

Inconclusive? Not only do we get an inferential construal of confidence
intervals that differentiates the points within the interval rather than treating
them all as on a par, we avoid a number of shortcomings of confidence intervals.
Here’s one: It is commonly taught that if a 1 – α confidence interval contains
both the null and a threshold value of interest, then only a diagnosis of “incon-
clusive” is warranted. While the inconclusive reading may be a reasonable rule
of thumb in some cases, it forfeits distinctions that even ordinary significance
levels and power analyses can reveal, if they are not limited to one fixed level.
Ecologist Mark Burgman (2005, p. 341) shows how a confidence interval on the
decline of threatened species reports the results as inconclusive, whereas a
severity assessment shows non-trivial evidence of decline.

Go back to Hoenig and Heisey and X ¼ 1:4. Their two-sided 95% interval
would be [–0.245, 3.04]. Suppose one were quite interested in a μ value in
excess of 0.4. Both 0 and 0.4 are in the confidence interval. Are the results really
uninformative about 0.4? Recognizing the test would fairly often (84% of the
time) get such an insignificant result even if μwere as large as 0.4 should lead us
to say no. Dichotomizing parameter values as rejected or not, as they do, turns
the well-known arbitrariness in prespecifying confidence levels into an invi-
dious distinction. Thus, we should deny Hoenig and Heisey’s allegation that
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power analysis is “logically doomed” (p. 22), while endorsing a more nuanced 
use of both tests and intervals as in a severity assessment.

Our next exhibit looks at retrospective power in a different manner, and in 
relation, not to insignificant, but to significant results. It’s not an objection to 
power analysis, but it appears to land us in a territory at odds with severity (as 
well as CIs and tests).

...
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